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Abstract— Accurately estimating the 6-DoF object pose from
a single RGB image is a challenging task in computer vision. Though pose regression approaches have achieved great
progress, the performance is still limited. In this work, we
propose Pose-guided Auto-Encoder (PAE), which can distill
better pose-related features from the image by utilizing a
suitable pose representation, 3D Location Field (3DLF), to guide
the encoding process. The features from PAE show strong robustness to pose-irrelevant factors. Compared with traditional
auto-encoder, PAE can not only improve the pose estimation
performance but also handle the ambiguity viewpoints problem.
Further, we propose Feature-based Pose Refiner (FPR), which
refines the pose from the extracted features without rendering.
Combining PAE with FPR, our approach achieved state-ofthe-art performance on the widely used LINEMOD dataset.
Our approach not only outperforms the direct regression-based
approaches with a large margin but also thrillingly surpasses
current state-of-the-art indirect PnP-based approach.

I. I NTRODUCTION
Object pose estimation is a long-standing problem in
computer vision. It plays a particular important role in
many computer vision tasks such as robotic manipulation,
augmented reality and so on. In this work, we focus on
estimating the object pose from a single RGB image, which
is still a challenging problem in this area.
RGB-based pose estimation of a textured rigid object
with known 3D model has been tackled well by traditional
approaches [1], [2], [3]. However, they rely on textures
heavily and cannot handle the texture-less cases. With the
rise of deep learning, some people [4], [5] trained deep neural
networks to predict the 2D-3D correspondences and further
solve the pose by a PnP algorithm. Though they achieved
remarkable performance, the approaches are often lacking
in flexibility across objects and are slow due to RANSAC.
Others trained the model in an end-to-end manner to estimate
the object pose directly from image. Compared with the PnPbased ones, the direct approaches are more flexible and can
achieve faster speed to better meet the real-time requirement.
It has attracted continuous attention from researchers. [6],
[7], [8], [9], [10] directly regressed the continuous pose value
from image, but only achieved limited performance. [11]
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Fig. 1. Current auto-encoders learn to reconstruct the object appearance,
thus the features with symmetric orientation but similar appearance tend to
be close in embedding space and hard to be distinguished. We utilize pose
information to guide the training process to extract more suitable poserelated features.

theoretically analyzed existing pose regression approaches,
showing that accurately regressing the continuous pose space
from RGB image is a challenging task. Some people [12],
[13], [14], [15] utilized classification to avoid regression.
These approaches show excellent performance in large error
tolerance (e.g. metric Accπ/6 [13]), but are still inferior
[15] in strict metrics (e.g. 5cm 5◦ ). Recently, [16] proposed
an auto-encoder-based pose regression approach AAE. It
first trains an encoder to build a feature-pose codebook C.
During test, the pose can be estimated by retrieving the
nearest feature in C. AAE achieved remarkable performance
on TLESS dataset [17]. However, it still suffers from the
viewpoint ambiguity problem [18].
In direct approaches, the key is to extract features that
can perfectly represent the pose. Existing auto-encoders [16],
[19] are trained to distill features to recover the object appearance. However, the widely existed geometric symmetry
in objects make the appearance in image can be fairly similar
in distinct views. These features locate close in latent space
and hard to be distinguished, which yields the viewpoint
ambiguity problem [18]. We proposed Pose-guided AutoEncoder (PAE) to introduce pose information to supervise
the encoding process to solve this challenging problem.
Currently, the performance of direct pose estimation approaches is still inferior. So, pose refinement is necessary
to get a more accurate estimate. Existing pose refinement
approaches are either utilizing depth information (e.g. [15],
[16]) or relying on time-consuming rendering (e.g. [20], [21],
[22]). We propose a RGB-based lightweight rendering-free

pose refiner: Feature-based Pose Refinement (FPR), which
directly refines the pose from the extracted features of PAE.
Our FPR is light and fast, which can achieve highly accurate
pose estimation without introducing large burdens to system.
Our contributions can be summarized as follows:
• We propose Pose-guided Auto-Encoder (PAE), which is
able to extract more suitable features for pose estimation
by utilizing the pose to guide the encoding.
• We propose a lightweight pose refiner: Feature-based
Pose Refinement (FPR). To the best of our knowledge,
FPR is the first learning- and RGB-based pose refiner
without the need of rendering.
• By combing PAE with FPR, Our approach outperforms
the existing pose regression approaches with a large
margin on LINEMOD dataset on metric ADD. Our
regression-based approach achieves competitive result
compared with current state-of-the-art PnP-based approach.
II. R ELATED W ORK
Indirect Pose Estimation Traditionally, pose estimation
was considered as a geometric problem and solved by
building the 2D-3D correspondences between image and
object model. Existing approaches either train the model to
a) detect some pre-difined semantic keypoints from image
[20], [23], [5], [4], [24], or b) predict the corresponding 3D
coordinates for object pixels [25], [26], [27]. For case a),
an usual way is to detect the corners of 3D bounding box
[20], [23], [5] in image, but the detection is less-accurate
since they locate far from the object. Another way is to
detect pre-defined keypoints on object surface [4], [24].
Nevertheless, the distinct semantic keypoints across object
categories restrict its generalization and flexibility. For case
b), considering the correspondences are fairly dense, the
time-consuming RANSAC is a must, which significantly
restricts the speed.
Direct Pose Estimation
Direct pose estimation approaches aim at developing a model to directly predict the
object pose from image. They have better generalization
ability across objects and show faster speed than PnP-based
ones. Considerable approaches [6], [7], [9], [28], [29] are
proposed to directly regress continuous pose value from
image. However, directly regressing rotation space SO(3)
is challenging. [11] proposed a theoretical model to analyze
current pose regression approaches [30], [10], [31], which
shows that there is still a long way before pose regression
approaches become practically relevant. Some others adopted
classification-based strategy [15], [12], [13], [14] by splitting the continuous pose space into discrete bins to avoid
regressing SO(3). But they still need further refinement to
reach an acceptable performance. Another strategy is autoencoder-based approach [16], which achieves much better
performance. However, existing auto-encoders are trained to
reconstruct the object appearance, which cannot accurately
reveal pose in some cases.
RGB-based Pose Refinement The post pose refinement is
needed to obtain a more accurate pose estimate. Considerable

approaches [15], [16], [6] refine the pose using depth by ICP
[32]. However, the system is restricted by the limitations of
depth sensors such as frame rate, resolution, depth range, etc.
[21] proposed a RGB-only based pose refiner. It predicts the
pose bias by comparing the object rendered in the estimated
pose with that in the real image. Though the performance
is remarkable, the speed is far from satisfied due to the
time-consuming rendering. Existing RGB-based pose refiners
[21], [22] rely on rendering heavily, making the system hard
to meet the real-time requirement.
III. M ETHOD
A. Autoencoder-based Pose Estimation
The auto-encoder-based pose estimation approach includes
an encoder E to embed the input I ∈ RN into the lowdimensional latent space F ∈ RM , and a decoder D to
reconstruct I from F (Eq. 2). Training with loss in Eq. 3,
the encoder E is able to extract the feature that can represent
the input. After training, a feature-rotation codebook can be
built (Eq. 1). Given a test image Itest , we first detect and
encode the target to feature Ftest . And the rotation can be
obtained by matching Ftest with C to find the most similar
feature Fmatch (Eq. 4). [16] proposed Augmented AutoEncoder (AAE) by introducing augmentations (translation,
scale, lighting, occlusion, etc.) to facilitate E to distill
the ’augmentation-invariant’ features F̂ (Eq. 5). F̂ shows
robustness to rotation-irrelevant augmentations. However, the
training is still guided by the object appearance reconstruction loss.
C = {F1 : R1 , F2 : R2 , ..., FN : RN }
(1)
Î = (D ◦ E )(I) = D(F)

(2)

`A = kI − (D ◦ E )(I)k2

(3)

Fmatch = arg min Dist(Ftest , Fi ), s.t. Fi ∈ C
i

Î = (D ◦ E )(H1 ◦ H2 ◦ ... ◦ Hk (I)) = D(F̂)

(4)
(5)

where Dist is a distance metric, H1 , H2 , ..., Hk are augmentation operators.
B. Limitations of Appearance Reconstruction Loss
In auto-encoder-based pose estimation approaches [16],
[19], E and D are trained to reconstruct the input I to extract
features representing the object orientation. They assume the
object appearance can accurately describe the rotation. But
it can be affected by considerable factors and the object in
different poses can show quite similar appearances.
Given an object, we analyze the relation between the
appearance and the orientation. We introduce DA (derived
from reconstruction loss `A Eq. 3) to evaluate the appearance difference by calculating the average pixel distance.
We choose a canonical orientation C and compute its DA
to other orientations. Then, the relative distance RDA is
obtained by normalizing on all DA , which reveals the relative
appearance disparity.
1 Xm Xn
c
v
Ip,q
− Ip,q
(6)
DA (c, v) =
q=1
p=1
mn
Xo
RDA (c, v) = DA (c, v)/
DA (c, j)
(7)
j=1
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Fig. 2. The relative appearance distance and 3DLF distance between different orientations. The 3DLF can accurately reveal the orientation distance, while
the appearance fails in symmetric views. Top: object 5 in TLESS dataset. Bottom: duck in LINEMOD dataset.
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We propose Pose-guided Auto-Encoders (PAE) and Feature-based Pose Refiner (FPR) to achieve highly accurate pose regression.

DA (c, v) is the appearance distance between orientations c
and v, o is the number of orientations.
See the Fig. 2 (top), since the asymmetric part of object
is not evident, the object in symmetric views can show quite
similar appearances. In terms of the appearance reconstruction loss `A (Eq. 3), misidentifying these views only causes
a little response, making the system lack robustness and
tend to yield mistakes. Moreover, the asymmetric objects
can also suffer from it (Fig. 2 bottom). The large orientation
distance unexpectedly brings small appearance distance, thus
minimizing `A cannot ensure an accurate estimate.
C. Pose-guided Auto-Encoder (PAE)
The crux of this problem is the features are clustered by
the object appearance regardless of the rotation. We introduce
pose to guide the encoding to distill features that can better
reflect the pose information. The auto-encoder should learn
to predict an rotation-related quantity P. Concretely, each
rotation should own a unique P. And more importantly,
the difference in P should reflect the similar difference in
rotation. In this way, the E is impelled to distinguish those
similar object appearances with different rotations.
P̂ = (D ◦ E )(H1 ◦ H2 ◦ ... ◦ I) = D(F)
`P = P − P̂

(8)
(9)

An intuitive choice of P is the rotation itself. However,
directly regressing rotation is challenging [11]. Even with

classification, the performance is still limited [15]. We employ 3D Location Field (3DLF) [33] as P to describe the
rotation. 3DLF leverages a three-channel map to record the
3D coordinates of visible part of object in image. Each
channel represents an axis of object coordinates. Obviously,
each rotation owns a unique 3DLF of object. We also
evaluate the relation between 3DLF and rotation (Fig. 2),
3DLF varies consistent with rotation. Since 3DLF is only
related with object’s shape and rotation, the E is supervised
to learn to distill only pose- and geometric-related features
from image regardless of others (color, textures, etc). Besides
3DLF, we also use object contour as an auxiliary supervision
in PAE since it shows the object geometric shape and is
robust to considerable pose-irrelevant factors.
Normalized 3D Location Field The various object sizes
significantly increase the learning difficulty, especially when
training one model for multiple objects. We normalize each
object coordinates axis to [-1, 1] to ease the training.
PAE Architecture We provide 1) PAE-S for Syntheticonly Setting and 2) PAE-R for Synthetic&Real Setting (see
the Fig. 4). In PAE-S, to bridge the synthetic-real domain
gap, the encoder E employs a shallower 18-layers ResNet
as backbone. The concatenation structure between E and D
is introduced since the lower-level features from synthetic
and real domains share more common information. In E ,
we also introduce dilated convolutional layer in last residual
blocks to keep the resolution. This net architecture is first
proposed in [4] for keypoints detection. We used it for
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to meet the real-time requirement. We aim to develop a
lightweight, fast and efficient pose refinement approach. To
achieve it, we propose a rendering-free pose refiner (see the
Fig. 3) that directly regresses the pose bias (quaternion) from
the extracted features of PAE. Concretely, we concatenate the
test feature Ftest with the matched feature FM ∈ C from
PAE and feed them to a refinement network (Eq. 13), which
is trained to predict the pose bias. Since the features F from
PAE can represent the pose accurately, the difference in F
can reveal the relative pose distance. As far as we know,
FPR is the first learning- and RGB-based refiner without
rendering.

Feature

Fig. 4. We provide PAE-S and PAE-R network architecture for syntheticonly and real-data cases respectively.

Ftest = E (Itest )
FM = arg min Dist(Ftest , Fi ),
i

object-level 3D location field regression. When real training
data are available, in PAE-R, we employ a deeper 34-layers
ResNet as E with larger input resolution to exploit more
powerful feature extraction ability. The decoder D contains
three upscaling blocks with an additional convolutional layer
with stride one. For both PAE-S and PAE-R, the output is
a 5-channel map for 3-channel 3D location field regression
and 2-channel foreground classification.
PAE Training During training, we extracted object areas
with the ground-truth bounding box. A series of augmentations are introduced: translation, scale, contrast, blur, occlusion, etc. The PAE is trained to learn to predict the 3D
Location Field of object without augmentation. The PAE loss
consists of two parts for 3DLF and foreground segmentation
respectively.
`P AE = N − N̂

+ α · CE(M, M̂)
1

(10)

where N , M and N̂ , M̂ are the ground-truth and predicted
normalized 3DLF, segmentation respectively, CE is crossentropy loss, α is the weights for balance (here α = 1).
Building codebook When only synthetic data are available, we build the codebook on rendered objects with orientations uniformly sampled from the spherical surface. When
real training data are available, the codebook is built on realonly training data. After building the codebook, we employ
the cosine distance to evaluate the feature similarity during
test.
D. Feature-based Pose Refiner (FPR)
The initially estimated pose is usually not enough accurate
in existing approaches, thus pose refinement is needed. In
terms of auto-encoder-based approaches, a benefit from pose
refiner is the size of codebook C can be significantly reduced.
Traditionally, a large codebook can provide a more precise
result but consuming more time and space, so we need to
make a trade-off. However, with a pose refiner R, we can
use a sparse codebook to obtain a low-precision estimate and
further refine it with R.
Current pose refiners either utilize depth and suffer from
the limitations of depth sensor or rely on rendering and hard

(11)
s.t. Fi ∈ C

∆R = R(Ftest , FM )

(12)
(13)

where E and R are encoder and refiner respectively. ∆R is
the predicted rotation bias.
FPR Architecture Utilizing the high-level feature as input
greatly ease the learning difficulty of refiner, so a lightweight
refiner architecture is enough. We employed three convolutional layers to process Ftest and FM , and three fullyconnected layers to regress the bias.
FPR Training The training image pairs (Ia , Ib ) of FPR
are prepared in the principle that object rotations in Ia and
Ib should be less than θ, where θ is the bias threshold (we
adopted θ = 45◦ ). In this way, the refiner R can avoid
regressing the whole SO(3) space to reduce the learning
difficulty. Given Ia and Ib , the features are extracted and
further concatenated and fed to R to predict the rotation
bias. The loss is shown in Eq. 14.
`F P R = kRa,b − R(E (Ia ), E (Ib ))k2

(14)

where Ra,b is the ground-truth rotation bias in Ia and Ib .
E. Translation Estimation
In direct pose estimation approaches, the translation can
be easily estimated from detected object bounding box [15],
[16]. Concretely, for each object, we precompute the size of
bounding box SC in each possible rotation at a canonical
centroid distance TC . Then, given a detected bounding box
with size SO and center (CX , CY ), the object depth TZ can
be estimation by comparing SC and SO . With known camera
intrinsic parameters, the TX and TY can be calculated as
Eq. 15. We denote this approach as Bounding box-based
Translation Estimation (BTE).

 TX = TZ · (CX − PX )/fX
TY = TZ · (CY − PY )/fY
(15)

TZ = TC · SC /SO
where (PX , PY ) is the principle point, fX and fY are focal
lengths. BTE assumes that the center of bounding box coincides with the center of object. However, it is not true in usual
and brings mistakes in the estimated translation. Besides

TABLE I
A BLATION STUDY OF PAE ON LINEMOD DATASET. (N OTE : HIGHER IS
BETTER .

T HE RESULTS ARE OBTAINED UNDER THE GROUND - TRUTH
W E USE SSD [34] TO PROVIDE THE BOUNDING BOX .)

TRANSLATION .

TABLE II
C OMPARISON WITH STATE - OF - THE - ART RESULTS ON LINEMOD
DATASET IN SYNTHETIC - ONLY SETTING .

(N OTE : HIGHER IS BETTER .
W E USE SSD [34] TO PROVIDE THE BOUNDING BOX .)

Setting
Synthetic-only Training Data
Metric
5cm 5◦
ADD
Method Appearance 3DLF (Ours) Appearance 3DLF (Ours)
ape
11.43
13.14
89.71
94.19
benchvise
16.00
14.06
96.41
97.96
2.84
9.02
43.63
76.47
camera
can
14.27
17.22
87.8
97.34
cat
18.66
16.17
98.4
97.31
driller
5.35
5.95
69.28
74.03
10.61
16.81
80.09
90.99
duck
eggbox
11.83
16.06
100
100
glue
7.92
11.49
100
95.46
holepuncher
6.09
14.27
69.17
95.15
iron
14.81
15.22
97.24
97.75
11.61
16.12
94.34
97.6
lamp
phone
9.73
10.76
89.42
89.14
Average
10.86
13.56
85.81
92.57

Setting
Synthetic-only Training Data (Metric: ADD)
Translation
BTE
LTE
Method
SSD6D AAE PAE-S1(Ours) PAE-S2(Ours)
ape
0.00
3.96
14.95
53.52
benchvise
0.18
20.92
36.76
92.24
0.41
30.47
13.14
64.22
camera
can
1.35
35.87
43.5
90.06
cat
0.51
17.90
31.84
78.94
driller
2.58
23.99
22.99
65.11
0.00
4.86
10.99
57.93
duck
eggbox
8.90
81.01
83.66
99.72
glue
0.00
45.49
60.71
91.12
holepuncher
0.30
17.60
27.21
77.35
iron
8.86
32.03
34.22
93.56
8.2
60.47
49.33
93.95
lamp
phone
0.18
33.79
25.12
73.65
Average
2.42
28.65
34.96
79.34

BTE, we also employed another Learning-based Translation
Estimation (LTE) approach [25]. Concretely, after detecting
the object, we crop and resize it to a fixed resolution (256 ×
256) while keeping the aspect ratio unchanged. Then, another
translation regression network is introduced to predict the
relative translation (∆x , ∆x , tz ) between the object center
and the bounding box center (Eq. 16). Finally, the translation
can be solved from Eq. 17.

−CX
 ∆X = OX w
OY −CY
(16)
∆ =
 Y TZ h
tZ = r

T
 TX = (∆X · w + CX − PX ) · fXZ
(17)
T = (∆Y · h + CY − PY ) · TfYZ
 Y
TZ = r · tZ

fully-symmetric, we only select a part for evaluation (objects
with id 5, 6, 7, 8). Since no real training images are
provided, we only evaluate in the synthetic-only setting. We
generate 10000 training images per object and train the PAE
model in class-specific manner. For all synthetic images,
the backgrounds were randomly replaced with images from
COCO and PASCAL VOC2012 datasets during training.
Training Details Our approach was implemented on Pytorch [36]. For PAE-S, we used Adam [37] for optimization.
The learning rate was 1 × 10−3 and divided by 2 for every
20 epochs. The model was trained for 160 epochs with batch
size 32. For PAE-R and FPR, we used RMSProp with alpha
0.99 and epsilon 1 × 10−8 . The learning rate was 1 × 10−4
and divided by 10 for every 50 epochs. The models were
trained for 160 epochs with batch size 6.

where (OX , OY ), (CX , CY ) and (h, w) are the object center,
the bounding box center and the size of object in original
image respectively. r is the resize ratio.

B. Metrics

IV. E XPERIMENTS
A. Implementation Details
Dataset & Training Data Preparation We evaluate our
approach on the LINEMOD[35] and TLESS[17] datasets.
LINEMOD dataset is a standard benchmark for 6DoF pose
estimation of textureless objects in cluttered scenes. In
synthetic-only setting, we randomly rendered 10000 images
for each object according to the pose distribution in real
training set. The PAE is trained in the class-specific manner,
i.e. we trained one model for each object. In synthetic & real
setting, besides ∼200 real training images, we also generated
1000 synthetic images for each object. The PAE is trained
in the class-agnostic manner, i.e. one PAE model for all
objects. We also use this training set to train object detector
(SSD[34]) and translation regressor (LTE). While for FPR,
for each real training sample, we rendered 10 images with
rotation bias less than 45◦ and obtained ∼2000 images pairs
for each object. The FPR is also trained in class-agnostic
manner. For TLESS dataset, considering some objects are

We use 5cm 5◦ and ADD for evaluation. For 5cm 5◦ , a
pose is correct if the errors of the rotation and translation
are less than 5◦ and 5cm respectively. For ADD, the pose is
correct if the average ADD (Eq. 18) distance of the object’s
vertices between the predicted pose [R̃ T̃] and the groundtruth pose [R T] is below 10% of the diameter of the object

(a) Appearance-guided

(b) Our pose-guided

Fig. 5. Ablation study of PAE on TLESS dataset. Our PAE achieves
significantly better performance than baseline.

TABLE III
C OMPARISON WITH STATE - OF - THE - ART APPROACHES ON LINEMOD DATASET. (N OTE : HIGHER IS BETTER . M ETRIC : ADD. W E USE SSD [34] AND
LTE FOR DETECTION AND TRANSLATION ESTIMATION RESPECTIVELY.)
Refiner
Method
Type
Average

BB8
PnP
43.6

YOLO6D
PnP
55.95

PoseCNN
Direct
62.7

w/o
SSD6D
Direct
2.42

AAE
Direct
31.41

PVNET
PnP
86.27

model. For symmetric objects, the closest model point is used
to compute the distance.
n

ADD =

1X
||(Rxi + T) − (R̃xi + T̃)||
n i=1

(18)

where n is the number of object’s vertices. xi is the i-th
vertice in 3D model.
C. Experiments on Synthetic-only Setting
In this setting, the PAE-S is trained in class-specific
manner and the codebook is built on synthetic data.
Ablation Study of PAE We first evaluate on LINEMOD
dataset. For each object, we built a PAE-S model to regress
the 3D Location Field (3DLF) and built another to reconstruct the appearance. We keep all settings the same
except for the supervision signal. We evaluate them under
the ground-truth translation to focus on rotation. See the
Table I, the PAE-S Trained with 3DLF surpasses the baseline
with a significant margin, which shows the superiority of
pose-guided supervision. We also evaluate PAE on TLESS
dataset. See the Fig. 5. Our pose-guided training again
achieved significantly better rotation estimation results than
the appearance-based one.
Comparison with State-of-the-art Approaches See the
Table II. SSD6D[15] and AAE[16] are the state-of-theart approaches in synthetic-only settings. SSD6D employed
the classification strategy and built a pose classifier on
SSD [34]. AAE utilized appearance reconstruction loss and
introduced augmentations to bridge the domain gap. Using
the same BTE to estimate translation, our PAE-S1 surpasses
TABLE IV
A BLATION STUDY OF FPR ON LINEMOD DATASET. (N OTE : HIGHER IS
BETTER .

T HE RESULTS ARE OBTAINED UNDER THE GROUND - TRUTH
W E USE SSD [34] TO PROVIDE THE BOUNDING BOX .)

TRANSLATION .

Setting
Metric
Method
ape
benchvise
camera
can
cat
driller
duck
eggbox
glue
holepuncher
iron
lamp
phone
Average

Real & SyntheticTraining Data
5cm 5◦
ADD
PAE
PAE+FPR
PAE
PAE+FPR
12.29
33.90
90.67
99.05
12.90
41.80
95.64
100.00
18.24
47.94
96.18
99.80
12.30
39.17
93.50
99.90
16.77
37.52
97.50
100.00
15.46
39.74
96.04
99.60
13.80
40.00
92.49
99.06
14.37
45.92
100.00
100.00
12.26
32.82
100.00
100.00
15.98
43.58
97.43
99.71
12.05
40.55
96.22
99.90
13.63
36.76
97.31
99.62
12.09
30.41
87.25
99.53
14.01
39.24
95.40
99.71

CDPN
PnP
89.86

light refiner
PAE+FPR (Ours)
Direct
88.56

BB8
PnP
62.7

heavy refiner or depth
SSD6D Brachmann AAE
Direct
PnP
Direct
79
50.2
64.67

them significantly. With learning-based translation estimation
(LTE), our PAE-S2 doubles the state-of-the-art accuracy (our
79.34 vs. AAE 28.65 on metric ADD).
D. Experiments on Real Setting
In this setting, we trained one PAE-R model and one FPR
refiner for all objects. We only use real data (around 200
samples per object) to build an extremely codebook.
Ablation Study of FPR We evaluate FPR by comparing
the performance with and without refinement. See the Table IV. On metric 5cm 5◦ , FPR significantly improves the
accuracy of PAE from 14.01% to 39.24%. On metric ADD,
FPR again increases the accuracy of all objects. Note that our
FPR is fairly lightweight (only six layers in total), it provides
huge improvements but only brings a little burden to system.
The results also verifies that FPR can perform well even the
codebook is quite sparse.
Compared with State-of-the-art Approaches We compare
with current state-of-the-art approaches in the real training
data setting in Table III. We first compare with the regression approaches: PoseCNN [6], SSD6D, AAE. PoseCNN
directly regressed the rotation quaternion from the ROI
region of object. Our approach surpasses it evidently (our
88.56 vs. PoseCNN 62.7). For SSD6D, even with depth for
refinement, their performance is still inferior to ours (our
88.56 vs. SSD 79). Our approach achieves competitive and
even better results compared with the PnP-based approaches.
BB8[20] trained a network to detect the corners of 3D
bounding box from image. But the performance is limited
even with refinement. YOLO6D[23] followed the same idea
and implemented on YOLO[38] for fast inference speed. But
the result is still unsatisfied. PVNET[4] trained a semantic
segmentation model to vote the farthest keypoints on object
surface. For each object, they trained a specific model and
achieved current state-of-the art pose estimation performance
on LineMOD. However, our approach still surpasses them.
V. C ONCLUSION
In this paper, we propose Pose-guided Auto-Encoder
(PAE), which leverages pose to guide the encoding process
to achieve more accurate pose estimation. Then, we propose
Feature-based Pose Refinement (FPR), which can achieve
fast and accurate pose refinement. Our FPR is the first
learning- and RGB-based pose refiner without the need of
rendering. By combing PAE with FPR, we achieve the stateof-the-art performance on LINEMOD dataset, even outperforming the current state-of-the-art PnP-based approaches.
Our approach shows that direct regression-based strategy can
also achieve highly accurate pose estimation.
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