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ABSTRACT

Deep neural networks have achieve great success in various
applications recently. Lots of efforts have been made to re-
duce their parameters to make these models accessible to
portable devices. However, the conflict between model size
and performance loss is always crucial when we compress a
deep neural network. In this work, we propose a new method
to keep the performance of networks when pruning them. For
a model to be pruned, we train a teacher model to boost its
inference accuracy, so that higher compression ratio can be
reached with the same or better performance.

Index Terms— deep neural network, knowledge transfer,
network pruning

1. INTRODUCTION

Due to the success of deep neural networks on a variety of
computer vision, natural language processing and speech
recognition tasks [1–4], more and more network structures
are proposed, and their sizes are becoming larger and larger.
Although large models yield great performance, their mem-
ory and computational costs make it hard to use these models
on embedded sensors or mobile devices.

Most neural networks consist of fully-connected layers
and convolutional layers. Fully-connected layers contain the
majority of the parameters in a typical deep network, while
convolutional layers consume the bulk of computation time.
So the sparsity of fully-connected layers contribute to the re-
duction of model size, and the sparsity of convolutional layers
help to improve inference speed.

A large mount of methods on reducing the storage and
computational costs have been proposed. Among these meth-
ods, pruning is mostly used to reduce network connections
and preserve the original accuracy. Pruning converts a dense,
fully-connected layer to a sparse one, which reduces model
size remarkably. As for convolutional layer, pruning unim-
portant feature maps brings significantly speed up. However,
with more parameters or filters are pruned, performance loss
is unavoidable. Fine-tuning a network with its original labels
can’t satisfy its requirement of preserving accuracy.

To solve this problem, we introduce knowledge transfer
for network pruning. For a model to be pruned, we train a
teacher model to produce soft labels for fine-tuning. By trans-
ferring the knowledge of teacher model, we can achieve more
sparsity without performance loss while pruning a neural net-
work.

2. RELATED WORKS

Network pruning was pioneered by some early works like Op-
tical Brain Damage [5] and Optical Brain Surgery [6]. Their
methods need to compute the Hessian matrix, which bring
much more computation costs to network fine-tuning. Re-
cently, Han et al. [7] introduced a pruning approach by drop-
ping parameters with values below a predefined threshold and
retraining the remaining ones. This approach is simple but
very effective for network compression. Unlike this, Guo et
al. [8] incorporated connection splicing into the pruning pro-
cess to avoid incorrect pruning and achieve higher compres-
sion ratio.

Besides these intra-kernel sparsity methods, other ap-
proaches concentrate on pruning feature maps in convolu-
tional layers to enable faster inference. Hao et al. [9] pruned
filters that are identified as having a small effect on the output
accuracy. By removing whole filters and their connecting fea-
ture maps, they significantly reduced inference costs. Pavlo et
al. [10] proposed a new criterion based on Taylor expansion.
And this criterion demonstrates better performance compared
to other criteria while pruning large convolutional neural
networks.

The teacher-student training method was first introduced
by Bucila et al. [11]. They created synthetic data by labeling
unlabeled data with a teacher model, then used synthetically
labeled data to train a smaller student model. Ba et al. [12]
trained the student model by mimicking the logit values of the
teacher model. Hinton et al. [13] generalized this method by
introducing a temperature variable in the softmax funtion. In
their paper, they call it ”distillation” to transfer the knowledge
from the cumbersome model to a small model. We utilize this
idea and fine-tune a student model while pruning by trans-
fer the knowledge from teacher to it, so that we can achieve
higher sparsity in student model.
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3. PROPOSED METHODOLOGY

Suppose we are given a deep neural network of the form y =
f(x|W ), where W represents all the trainable parameters of
the network. Consider a set of training examples T = {X =
{x0, x1, ..., xN}, Y = {y0, y1, ..., yN}}, where x represents
an input and y represents the corresponding output. When we
have trained our network f(x|W ) with a loss L(T |W ) unitl
convergence, our target is to reduce the number of parame-
ters in the network as more as possible while keep the test
accuracy. So we can formulate this problem as:

min ||W ′||0 s.t. L(T |W )− L(T |W ′) ≥ 0 (1)

We train a teacher network to guide the process of pruning
target model, the framework of our method is illustrated as
Figure 1. The proposed method for generate highly sparse
network consists of the following steps:
1) Train the network until convergence on the target task;
2) Train the teacher network until convergence on the same
task;
3) Fine-tune target network with network compression method,
and during the procedure of fine-tuning, use the soft labels
generated by teacher model.

3.1. Transfer knowledge to target model

In order to keep the performance of target model while prun-
ing, we need a teacher model first. Suppose our teacher net-
work is y = g(x|θ), it can be a much more deep or cumber-
some network compared to our target network, and can also
be a ensemble of models that are as deep as our target net-
work, or just a ensemble of target networks. For example, if
our target network is AlexNet [1], the teacher network could
be VGG16 [2].

Ba et al. [12] trained the student network on the log proba-
bility values z, called logits, which is the input of the softmax
activation. And Hinton et al. [13] introduced a temperature
variable in the softmax function. We conducted experiments
on adjusting the value of temperature variable. However, we
found the results are sometimes not better than just using the
logits as the soft label of the student model. So we transfer
knowledge from teacher model to target model by taking the
logits as the label of student model.

Suppose the logits output of target network is z =
f ′(x|W ), and the logits output of teacher network is z =
g′(x|W ), our loss funtion is given by :

L(x,W ′) =
1

2K

∑
i

||g′(xi|θ)− f ′(xi|W ′)||22 (2)

where K is the batch size, and xi is the ith training sample
in the batch. Note that teacher model has been trained until
convergence before transfer stage, so θ is fixed.

Different networks may have different sizes of input. For
instance, the typical input image size of AlexNet is 227*227,

Teacher NetworkTarget Network

Loss

Input

…

…

…

…

…

Fig. 1. Transfer knowledge to target model while pruning.
Dashed lines and yellow blocks represent the connections or
neurons pruned.

while the input image size of VGG net is 224*224. So the xi
of f ′(x|W ′) and g′(x|θ) may not be exactly the same, some-
times image resize and normalize are necessary for different
networks.

3.2. Prune target network

When we have trained a teacher model and begin to prune tar-
get network with formula (2), our pruning strategy could be
any strategy that originally fine-tunes target with hard label
(one-hot label). Like Guo et al. [8], for every trainable pa-
rameter, we apply a mask to it. The value of mask belongs
to {0, 1}. Therefore, the weights of target network being
pruned are the element-wise product of its original weights
and masks M , that is, W ′ =M �W .

In the work of Han et al. [7], they set a threshold for
each layer of target network, and all parameters whose ab-
solute values were below that threshold were ignored during
both forward and backward phases of network training. Dif-
ferent from this, Guo et al. [8] introduced a method called
dynamic network surgery(DNS). They found that the impor-
tance of connections may change during the fine-tuning, so
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they treated forward and backward phases in different ways.
In the phases of forward, the mask is recalculated by some
predetermined function M = h(W ). This function can be as
simple as this:

h(Wi) =


0 |Wi| ≤ a
Mi a < |Wi| < b

1 |Wi| ≥ b
(3)

If the absolute value of weight Wi is samller than threshold
a, the mask of this connection is set to 0. If it is bigger than
threshold b, then set its mask to 1. Otherwise, the mask is kept
the same value as the last iter of training.

And in the phases of backward, the weights of connec-
tions that have been pruned are also updated. So parameters
update their weights with their masks:

Wi =Wi − α
∂

∂(Wi ·Mi)
L(x,W ′) (4)

where α is the learning rate.
This method can produce higher sparsity than the ap-

proach of Han et al. [7], so we conduct our experiments based
on it. But our framework is not just for element-wise sparsity
like DNS [8] and Han et al. [7]. Other pruning or compres-
sion methods could be also used for produce smaller target
networks. Those methods pruning whole filters like Hao et
al. [9] and Pavlo et al. [10] can be used in our framework to
improve their sparsity without performance loss.

4. EXPERIMENT

We conducted our experiments mainly on two widely used
datasets:MNIST and CIFAR-10. To get the dense target mod-
els and their baseline accuracies, we train each model from
scratch. For comparison, we apply DNS to reduce its model
complexity and follow the same experiment settings for SGD
method as Guo et al. [8]. And while transferring knowledge
to produce target models with higher sparsity, experiment set-
tings are also the same, including batch size, learning policy
et al.

4.1. MNIST result

The MNIST dataset is a well-known database of handwritten
digits, which has a training set of 60000 examples and a test
set of 10000 examples. We choose LeNet-300-100 [14] as our
target network, which consists of two hidden layers, with 300
and 100 hidden units respectively. As for teacher network, we
choose LeNet-5 [14], which has two convolutional layers and
two fully-connected layers.

With teacher model introduced, we can get better spar-
sity in target model. As is reported in Table 1, more con-
nections in LeNet-300-100 are pruned while the inference ac-
curacy doesn’t drop. To the best of our knowledge, Guo et

Table 1. Sparsity of LeNet-300-100 on MNIST. Parameter
number of each layer, sparsity result of Guo et al.’s [8] and
our method are shown.

layer dense Guo et al. [8] Ours
fc1 236K 1.8% 1.2%
fc2 30K 1.8% 1.9%
fc3 1K 5.5% 13.8%
overall 267K 1.8% 1.3%
error rate 2.21% 1.99% 1.99%

al.’s [8] method is the best pruning method for element-wise
pruning. And the remaining connections after pruning with
their method seem crucial to keep the inference accuracy. But
our experiments show that these connections are able to be
less. Compared to their method, although 27% more connec-
tions are pruned and only 1.3% parameters are left, we can
get the same test accuracy.

4.2. CIFAR-10 result

To test the effectiveness of the proposed method, we con-
ducted more experiments on CIFAR-10 dataset. The CIFAR-
10 dataset consists of 60000 32*32 colour images in 10
classes, with 6000 images per class. There are 50000 training
images and 10000 test images.

We choose AlexNet [1] as our target network and ResNet-
56 [15] as our teacher network. For AlexNet, we resize the
input image size to 227*227 and change the output number
of third fully-connected layer to 10 to fit the CIFAR-10 task.
Other layers are kept the same as .prototxt file in Caffe pack-
age [16].

Table 2. Sparsity of AlexNet on CIFAR-10. Parameter num-
ber of each layer, sparsity result of Guo et al.’s [8] and our
method are shown.

layer dense Guo et al. [8] Ours
conv1 35K 11.9% 9.8%
conv2 307K 5.4% 3.4%
conv3 885K 5.5% 3.0%
conv4 664K 6.3% 3.6%
conv5 443K 6.4% 4.3%
fc6 38M 2.0% 0.3%
fc7 17M 1.6% 0.6%
fc8 41K 5.0% 6.3%
overall 57M 2.1% 0.5%
error rate 9.3% 9.7% 9.0%

We train a ResNet-56 as our teacher model, and the er-
ror rate of it is 6.1%. Using this teacher model, we boost
the sparsity of AlexNet without accuracy loss. As shown in
Table 2, almost each layer of AlexNet can reach a higher spar-
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sity than just pruning with DNS. Note that the result of DNS
is not available, so we produce this result by the code pro-
vided in their paper. Most of the parameters are removed,
indicating that AlexNet is a redundant model for tasks like
CIFAR-10 image classfication. Because most of the param-
eters are in fc1 layer, so the overall sparsity is dominated by
fc1 layer. However, although the parameters in convolutional
layers are much less than fully-connected layers, high spar-
sity may contribute to removing whole filters and will lead to
less inference time and computation cost.
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Fig. 2. The ratio of connections kept in AlexNet after pruning

Table 3. Number and ratio of whole filters or neurons pruned
in convolutional and fully-connected layers.

layer conv1 conv2 conv3 conv4 conv5
total 96 256 384 384 256
pruned 53 20 9 9 12
ratio 55% 8% 2% 2% 5%

(a) convolutional layers

layer fc6 fc7 fc8
total 4096 4096 10
pruned 286 609 0
ratio 7% 15% 0%

(b) fully-connected layers

During the process of fine-tuning, some filters in convolu-
tional layers have their all connections removed, but connec-
tions of some filters are almost kept. Similar to this, neurons
in fully-connected layers have different ratio of removed con-
nections. For simplicity, we call the filter in convolutional
layers as neuron too. To show the importance of neurons
in convolutional and fully-connected layers, we check every

neuron to see how many connections are kept after pruning,
and the result is shown in Figure 2. The x-axis is the neuron
index divided by the total neuron number in the corresponding
layer, and the indexes are sorted by the remaining connections
of neurons. The y-axis is the remaining connections ratio of
neurons. The specific numbers of whole neurons pruned are
shown in Table 3.

Almost all neurons have their density less than 16% ex-
cept for neurons in conv1 layer. Most neurons in conv1 layers
are removed, while the remaining neurons yield really high
density, which indicating that some few neurons in conv1
layer are really important while others do little help to the
target task.

5. CONCLUSION

Accuracy loss is often a unavoidable problem when we com-
press deep neural networks. In this paper, we introduce
knowledge transfer to the pruning process of neural network.
With this technology, we can achieve more sparsity in classi-
cal networks like LeNet-300-100 and AlexNet than state-of-
art methods without performance loss. Our experiments show
that even a really sparse network may be redundant and some
more connections can be pruned. On a specific task, how
many parameters are necessary for a specific performance is
a open problem for further study.
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