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Abstract— Siamese networks are prevalent in person
re-identification (re-id) tasks to address the similarity and dissimilarity among video frames. It mainly focuses on the inter-video
variation between spatio-temporal features extracted from different videos, while the variation between features of the same video
has been rarely discussed. In this paper, we introduce the concept
of “mean-body” and define an intra-video loss to address the variation between spatio-temporal features of the same video. A novel
loss is presented to boost the training of the re-id networks by
combining the proposed intra-video loss and the Siamese loss.
Specifically, the intra-video loss uses the unique mean-body
of each camera viewpoint to make the video sequence more
clustered, while the Siamese loss is to make the wrong matching
videos more separated. To train the whole network, we update the
network and the mean-body in an iterative manner. As a result,
the proposed loss is expected to improve the generalization capability of the re-id networks on the testing set. Extensive results
demonstrate that the presented approach outperforms the stateof-the-art algorithms on the publicly available data sets, such as
PRID2011, iLIDS-VID, and MARS, in terms of re-id accuracy.
Index Terms— Video surveillance, person re-identification,
intra-video loss, Siamese loss, CNN.

Fig. 1. Frame samples in surveillance video. Each row represents two sets
of video frames of the same person captured by two cameras, which include
the variations of background clutter, occlusion and illumination.

I. I NTRODUCTION

P

ERSON re-identification (re-id) aims to match the same
individual across different camera viewpoints [1]–[5].
Recently, person re-id has received much attention due to its
importance to personnel security and surveillance in public
and private locations. However, it remains an open problem
to identify a person across different cameras because of
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viewpoint change, background clutter, illumination variation,
similar action, etc.
The person re-id task has been extensively studied for
still images [1], [6]–[12], including feature learning, metric
learning and CNN-based methods. However, compared to a
video sequence, a single still image is incapable of producing
temporal information for person matching, which may ignore
the information of person’s motion when trying to recognize
one person from different cameras. Besides, the appearance
cues among a stack of video frames are rich, which make
the visual features easily extracted, thus help build a better
network for person re-id. Also, a large number of training
samples make it possible to eliminate partial occlusions and
train deep learning models in general [13]–[15]. Therefore,
video-based person re-id is a more natural way to identify a
pedestrian.
Although more spatio-temporal cues can be extracted from
videos, it also brings more challenges. Firstly, due to background clutter, viewpoint change and illumination variation,
every frame in the same video has changed a lot. Secondly,
although the motion is a particular behavioral biometrics of
one person, the actions or other motions of the same person
may change in the same camera viewpoint, which leads videobased representations have large variations. So there exist large
intra-video variations in the video, as shown in Fig. 1.
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In order to find the matched person from a large number of
probe and gallery sequences, a suitable loss function is essential to increase the similarity in the matched video sequences.
Most existing methods use the Siamese loss for person
re-id [16]–[18], which can directly perform end-to-end learning between the input sequences and the desired embedding
space. Such a loss is normally composed of two parts: identification cost and Siamese cost. Specifically, the identification
cost is used to identify the person in the video. The Siamese
cost aims to map video frames from different persons to
features that are widely separated, and map video frames from
the same person to features that are close [16]. In other words,
it is expected to enlarge the difference between videos of
different people, and reduce the difference between videos of
the same person. Therefore, as stated in [19], the Siamese cost
focuses on the variation between spatio-temporal feature vectors of different videos (named inter-video variation), while the
intra-video variation between spatio-temporal features learned
from the same video is ignored. This may result in a weak
generalization capability from training to testing [20].
In this paper, we introduce the concept of ‘mean-body’ for
video person re-id and define an intra-video loss to address
the variation between spatio-temporal features extracted from
the same video. Specifically, mean-body herein represents the
center of gravity of the samples of human bodies within
one video sequence. It seeks to capture the variation of a
person in the whole video sequence, and uses this information
to encode and compare images of individual human bodies
in a holistic manner. The intra-video constraint employs the
distance between each frame and the mean-body to minimize
the intra-video distance within a video sequence. As illustrated
in Fig. 2, we start by computing the mean-body with a pretrained network with Siamese loss. Then, the intra-video loss
and the Siamese loss are combined to train the whole network
from scratch. Next, the mean-body is updated with the new
network, and then repeat the network training again. Such
iterative process proceeds until no accuracy gain is produced
in the validation dataset. Experimental results demonstrate
that the proposed method outperforms existing approaches
on benchmark datasets such as PRID2011, iLIDS-VID and
MARS datasets.
The main contributions of this paper can be summarized as
follows.
• We introduce the concept of ‘mean-body’ to represent
individual human bodies in a holistic manner, and capture
the variation of a person in the whole video sequence.
• An intra-video loss is defined to address the intra-video
variation between spatio-temporal features extracted from
the same video for person re-id.
• We combine the intra-video loss and the Siamese loss
to train the whole network, which proved to be superior
over existing work in terms of re-id accuracy.
II. R ELATED W ORK
Person re-id has been extensively studied for several years
to find the matched person from a large quantity of sequences
captured from different cameras. Existing approaches can be
roughly divided into two categories. The first category aims
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Fig. 2. Illustration of the proposed overall architecture. Two video sequences
are fed into two sub-networks respectively with the shared parameters. The
intra-video loss and the Siamese loss are combined to train the proposed
model. We denote the recurrent convolutional network as RCN.

to design handcrafted features for re-id [21], [22] that are
invariant to environmental and viewpoint changes. The others
normally relied on supervised/unsupervised learning [23]–[32]
to map the inputs into a new space with greater discriminative capability. Considering the progress of deep learning
networks in a variety of vision tasks [33]–[42], applying
deep CNN models for person re-id becomes increasingly
popular [43]–[50].
A great amount of work focus on designing features to
address the existing challenges, and recent papers aggregate different features to obtain more effective features.
Farenzena et al. [2] used the perceptual principles relying on
symmetry and asymmetry to obtain the texture histograms.
Liao et al. [11] introduced local maximal occurrence features, that analyzed the horizontal occurrence of local features and maximized the occurrence to study stable features.
Liu et al. [51] employed a spatio-temporal appearance representation of person in a walking cycle for person matching.
Yan et al. [25] concatenated the human local representation at
each frame to yield a human feature representation for deep
re-id model. Zheng et al. [23] attempted to extract the motion
by considering both HOG3D [21] and Gait Energy Image
(GEI) [22]. Li and Wang [52] considered the cross-view transforms and mapped the features of two viewpoints into different
configurations. After feature extraction, metric learning is
widely employed to measure the feature difference. The basic
idea of metric learning is to map the feature representation
space into a new space, such as Cross-view Quadratic Discriminant Analysis (XQDA) [11], KISS Metric learning (KISSME)
[53] and Local Fisher Discriminant Analysis (LFDA) [54].
The recent trend is to employ CNN to build an end-to-end
model for identifying persons from videos [16]–[18], [29],
[55], [56]. Siamese network is one of the most popular
architectures [57]. For example, the Siamese architecture
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in [16] is designed by fusing convolutional networks and
recurrent networks to extract frame features for identification.
Zhang et al. [55] integrated CNNs and bidirectional recurrent neural networks (BRNNs) to exploit the spatio-temporal
representation of video frames. Xu et al. [18] built a joint
spatial and temporal attention pooling network based on the
Siamese network for directly matching persons. The previous
studies show that recurrent networks have great potentials
in spatio-temporal feature extraction and advanced the re-id
performance from video input. Consider the typical Siamese
cost is mainly employed to describe the inter-video difference,
and the frame difference within the same video is ignored. It is
desirable to specify a cluster beforehand for each frame of the
same video to explicitly preclude the intra-video variations
when training the feature extraction network. Such idea motivates us to introduce the concept of mean-body to enhance the
intra-video constraint. The proposed intra-video loss proves
useful for imposing an additional constraint to train the whole
re-id model.
III. P ROPOSED M ETHOD
The overall architecture of the proposed approach is shown
in Fig. 2. The basic idea of this paper is to introduce the
definition of mean-body to capture the intra-video relationship
and address the variation between the spatio-temporal features extracted from the same video. Specifically, each video
sequence and its optical flow are first fed into recurrent convolutional networks (RCN) with temporal pooling to produce a
feature representing the spatio-temporal information for training. Then, the Siamese network is trained with the Siamese
loss. Since the video representation learned by the trained
network is more discriminative, we initialize the mean-body
of an individual with the feature vector obtained by averaging
the features of all frames from the same video. Then, an intravideo loss is defined to minimize the distance between feature
vectors and the mean-body of the same camera viewpoint.
We incorporate the intra-video loss with the Siamese loss
together to train the model from scratch. Next, the mean-body
is updated with the trained model, and the network is re-trained
with the updated mean-body. Such process is repeated until no
further gain on re-id accuracy is produced on the validation
set. Details about the mean-body and intra-video loss will be
presented in the following subsection.
A. The Base Network and Temporal Pooling
As illustrated in Fig. 2, the input K = {k 1 , ... , k T }
to the base RCN consists of both YUV color channels and
optical flow. Color is known to be effective in encoding the
appearance of a person for person re-id [32], [45]. Optical
flow is computed directly by the Lucas-Kanade method [58]
to encode the short-term motion. The advantages of using it
to extract temporal features were proved in [16].
As shown in Fig. 3, we employ the RCN structure [16] to
build the base network. It mainly consists of three convolution
layers, one full connection layer, one recurrent layer and
one temporal pooling layer. Each convolution layer includes
convolution, non-linear activation and max-pooling steps. The
three convolution layers are composed of 5 × 5 convolution

Fig. 3.
The base RCN consists of three convolution layers, one full
connection layer, one recurrent layer and one temporal pooling layer.

kernel with the stride of 2 pixels. The difference between the
first layer and the next two layers is that the first layer has
16 feature maps and the next two layers have 32 feature maps.
Note that all the convolution layers use hyperbolic-tangent
(Tanh) as non-linear activation function to produce their outputs. All the max pooling layers are composed of 2 × 2 kernel
size with the stride of 2 pixels. We incorporate the recurrent
connections between convolution layers and temporal pooling
layers to well learn temporal cues in a sequence. The recurrent
layer learns information both on the current time-step and the
previous time-steps. In Fig. 3, the RNN state, r t , is initialized
to the zero-vector at the first time-step, r 0 , and r t −1 represents
the RNN’s state at the previous time-steps. Denoting the base
RCN with RC(·), the output of each frame can be obtained
as g t = RC(k t ).
Although the recurrent connection is capable of extracting
the temporal cues, there are some limitations, e.g., containing
much redundant information and the captured features may
be partial to later time-steps. To alleviate the above problems,
temporal pooling is performed at the end of RCN, which
computes the average of the whole input sequence. The learned
feature f of the temporal pooling layer is computed as follows:
f =

T
1 t
g.
T

(1)

t =1

B. Siamese Loss
The Siamese network architecture has been widely used to
seek the similarity and dissimilarity between a pair of videos
for re-id task. It is comprised of two parallel streams, each
is defined by the base network with shared parameters (i.e.,
weights and biases). Given a pair of input sequences (K i , K j ),
the two sub-networks map them into a learned feature vectors ( f i , f j ) to extract the spatio-temporal information. Then
the Siamese network compares the features using Euclidean
distance, aiming to maximize the distance between videos of
different persons and minimize the distance between videos
of the same person. It is worth noting that the Siamese cost
focuses on inter-video variations. So, we can formulate the
Siamese cost for f i and f j as follows:
⎧1 
2
⎪
i= j
⎨  f i − f j 2
(2)
E( f i , f j ) = 2

⎪
⎩ 1 [max(m − 
 f i − f j  , 0)]2 i = j
2
2
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Fig. 4. The intra-video loss employs the mean-body to minimize the intra-video distance within a video sequence, while the Siamese loss is employed to
minimize the distance between positive pairs and maximize the distance between negative pairs. Hence, combining the two kinds of loss will make the truly
matching videos more close and the wrongly matched videos better separated. As illustrated, the mean-body is updated along with the trained network, then
the updated mean-body is employed to train the model again to distinguish different persons more effectively.

For predicting the identity of the pedestrian, the softmax
loss function is used to compute the identification cost. The
identification cost is defined as:
exp(Wc f )
.
(3)
I ( f ) = P(q = c | f ) = 
l exp(Wl f )
where q is the identity of the person. Wc and Wl refer to
the cth and the lth column of the softmax weight matrix W ,
respectively.
We can now define the Siamese Loss for a pair of videos
as shown in Eq. (4), which jointly integrates the Siamese cost
with the identification cost.
S( f i , f j ) = E( f i , f j ) + I ( fi ) + I ( f j ).

(4)

C. Intra-Video Loss Based on Mean-Body
For a probe sequence, the top-rank matching of gallery
sequences is expected to be correct. However, the Siamese
cost emphasizes the inter-video loss much, which may lead
to large intra-video variations in the extracted feature space.
As the intra-video variation is missed in the Siamese Loss,
we define the mean-body and use it to impose constraint on
the intra-video distance as shown in Fig. 4. We train a re-id
model with the Siamese loss firstly, and use it to initialize the
mean-body of each video, i.e., the average of features of all
frames within one video sequence. Note that the mean-body
is only extracted form the training set.
In general, each individual video sequence captured from a
single camera has its own mean-body estimation. The meanbody is expected to pose an intra-video constraint to make all
frames captured at one camera viewpoint more clustered. For
training the network more effectively, we iteratively update
the mean-body estimation based on the trained network.
Intuitively, even the mean-bodies are estimated from different
videos, they should be close as long as the two videos are
capturing the same person. This implies that the mean-body
is also effective in handling the inter-video variation to some
extent.

Based on the above observation, we propose an intra-video
loss to address the intra-video variations, which pays attention
to the distance between the video feature f and the meanbody M at the same camera viewpoint. Formally, the intravideo loss of each video is defined as follows:
V ( f ) = min  f − M2 .

(5)

The proposed loss function tries to make the frames
approach the mean-body in the learned feature space. Since
the mean-body M is continuously updated with the network,
the intra-video constraint tends to be effective to make the
video of the same person more clustered.
Finally, we combine the intra-video loss and Siamese loss
together to train the whole network as in Eq. (6), which
is more consistent with the principal used by typical data
clustering and discriminative analysis methods [3]. By taking
full advantage of the entire video information, the new loss
performs well at clustering the distance between two frames
of one video and enlarging the distance between two wrongly
matched videos.
L( fi , f j ) = S( f i , f j ) + V ( f i ) + V ( f j )
= E( f i , f j ) + I ( fi ) + I ( f j ) + V ( f i ) + V ( f j ).
(6)
IV. E XPERIMENTAL R ESULTS
In this section, we conducted evaluation and made comparison with state-of-the-art methods on benchmark datasets:
PRID2011, iLIDS-VID and MARS. We also analyzed different
initialization manners to seek a more effective mean-body
for re-id.
A. Results on PRID2011 & iLIDS-VID
1) Datasets:
a) PRID2011: This dataset includes 749 pedestrians of
two non-overlapping camera viewpoints. 200 persons appear
in both camera view A and B. The sequence length ranges
from 5 to 675.
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b) iLIDS-VID: It is constructed from video sequences
shooting a busy airport arrival hall. 300 persons appear in nonoverlapping views, which are normalized to 128 × 64 pixels.
The sequence length ranges from 23 to 192. These videos
contain large clutters and illumination changes.
c) Settings: Input frames were pre-processed before
being passed to the proposed network, including converting
to YUV color space, and normalizing to have unit variance and zero mean. Optical flow was calculated between
each pair of frames using the Lucas-Kanade algorithm. Data
augmentation including cropping and mirroring were used
to add more variety to training data. We randomly select
about half of the persons for training and validation, and the
remaining half for testing. Consider variable lengths of probe
and gallery sequences, the input sequence of train data is
set to be of 16 consecutive frames, chosen randomly at each
epoch. Positive pair consisted of one subsequence from camera
A and one subsequence from camera B including the same
person. Negative pair consisted of one subsequence from one
camera of the person and one subsequence from one camera
of the other person, who was chose from the rest of people in
training set. Besides, the margin of Siamese cost function is
set as m = 2.
Specifically, the training can be divided into two stages as
follows. 1) Initial-stage: We train the Siamese network with all
the training samples. Then, each video sequence of the training
set is fed into the pre-trained Siamese network to obtain its corresponding mean-body. 2) Update-stage: As shown in Fig. 2,
the proposed network takes two different video sequences
as input and output their feature representations. Then, for
each input sequence, we use its feature representation and
corresponding initialized mean-body to compute the intravideo loss by Eq. (5). Finally, such intra-video loss will
be combined with the Siamese loss as shown in Eq. (6) to
optimize the whole network. When the re-id accuracy on the
validation set is improved by 3%, the mean-body will be
updated once. Then, we repeat the above process and train
the proposed network again with the updated mean-body.
2) Evaluation Protocol: We adopt the widely used Cumulative Matching Characteristics (CMC) curves for quantitative evaluation. For the better matching accuracies, the test
sequence lengths are fixed to 128 frames. We randomly select
a person’s sequence of camera A as a probe sequence and
another sequence from the same person of camera B as a
gallery sequence in testing set. All tests will be repeated
10 times and the average rates are reported as the evaluation
result.
3) Comparison to State-of-the-Arts: The matching accuracies are summarized in Table I and the CMC curves
are plotted in Fig. 5(a), and 5(b) for the PRID2011 and
iLIDS-VID datasets, compared with state-of-the-arts video
re-id approaches, respectively. The competitor methods are
introduced as follows:
• STA: A spatio-temporal model [51] that tries to build the
body-action model to produce a spatio-temporal appearance representation for pedestrian.
• RFA: A recurrent feature aggregation network [25]
based on LSTM, which concatenates the human local

TABLE I
C OMPARISON OF M ATCHING A CCURACIES ON PRID2011 AND
I LIDS-VID. T HE B EST R ESULTS A RE H IGHLIGHTED

Fig. 5. Comparison of CMC curves on benchmark datasets. (a) CMC Curves
on PRID2011. (b) CMC Curves on iLIDS-VID.

•

representation at each time-stamp and yields a sequence
feature representation.
RNN-CNN: The typical Siamese model based on
recurrent convolutional network (RCN) [16] with temporal pooling.
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TABLE II
C OMPARISON OF M ATCHING A CCURACIES ON MARS

Fig. 6. Comparison of matching accuracies with different update times based
on RNN-CNN.

•

T-CNN: A two stream convolutional neural network [17]
separately for extract the spatial and temporal
information.
• ASTPN: A spatial and temporal attention pooling
network [18], which uses the spatial pooling to choose
regions at each frame and uses the attentive temporal
pooling to choose informative frames for the whole
sequence. Note that, since ASTPN is also based on
Siamese loss, we also introduced the mean-body to it
to prove the benefits of the proposed intra-video loss
for re-id.
For the results in Table I, Ours-1 denotes the network trained
with the loss defined by the mean-body initialized from the
Siamese network. After updating the mean-body once with the
newly trained network, we train the network again and denote
it as Ours-2. Ours-3 denotes the network trained with the
mean-body updated twice. As shown in Fig. 6, we empirically
find that the results remain stable when the mean-body and the
network is updated three times.
For comparison, we employ RNN-CNN [16] and
ASTPN [18] to build the base network respectively. The
proposed mean-body and intra-video loss were incorporated
to boost their performance as shown in Table I. For the
PRID2011 dataset, we can observe that the presented method
outperforms the other state-of-the-arts algorithms. For the
rank-1 accuracy, our final result is 5% higher than that of
ASTPN [18] and 9% higher than that of RNN-CNN [16],
respectively. For the iLIDS-VID dataset, which is more
challenging than PRID2011, the proposed model still shows
superiority over ASTPN [18] by 3% and RNN-CNN [16]
by 6% in rank-1 accuracy, respectively.
B. Results on MARS
Compared to PRID2011 and iLIDS-VID, MARS is larger
and more challenging for the person re-id task. The tracklets
of MARS are generated automatically by the DPM detector
and GMMCP tracker [23]. For instance, 1261 persons in
MARS are captured by 1-6 cameras, and most identities have
5-15 tracklets, each tracklet containing 25-50 frames. For
training process, we selected two cameras of the same person

Fig. 7.

Comparison of CMC curves on MARS.

as the camera A and camera B, respectively. For testing, two
sequences of the same individual were randomly chosen in
the different cameras: one is used as a probe sequence and
the other as a gallery sequence.
The final rank-1 accuracy gains are 5% for RNN-CNN [16]
and 4% for ASTPN [18], respectively. This proved that the
proposed intra-video loss is compatible to different Siamese
networks and can work together with the Siamese loss to seek
a better deep model for re-id.
C. Discussion on the Initialization of Mean-Body
In this section, we investigate different manners to initialize
mean-body as shown in Fig. 8. For initial-1, the network has
four inputs: two of which are different video subsequences and
the other two are their corresponding whole sequences. Then,
we can obtain four outputs, including two feature vectors and
their corresponding mean-bodies. We use the four outputs to
compute the loss function by Eq. (6) for model training. So the
mean-body in initial-1 will be updated iteratively in every
epoch, until there is no accuracy gain in the validation set.
For initial-2, the mean-body is initialized with the network
pre-trained with the Siamese loss, and updated when the re-id
accuracy on the validation set is improved by 3%.
The results demonstrate the mean-body can provide benefit
to improve the re-id accuracy for either initialization. Also,
it is reasonable to observe that the mean-body initialized with
a well-trained model produced more significant gains than that
initialized from scratch.
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for video person re-id. We compared the performance of
the proposed method against state-of-the-art algorithms in
PRID2011, iLIDS-VID and MARS datasets. Experimental
results demonstrated that combining the intra-video loss with
the Siamese loss together can provide significant gains to the
re-id accuracy.
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Fig. 8.
Comparison of different manners to initialize the mean-body.
Initial-1 denotes that the mean-body is initialized from scratch, and Initial-2
initializes the mean-body with the model trained beforehand with the Siamese
loss.
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